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OBJECTIVE 
[bookmark: _Hlk158977970]AI Engineer with 10 years of experience in Python, ML/LLM engineering, and data engineering. Skilled in designing scalable ML pipelines, RAG workflows, and multi-cluster processing (MCP) frameworks, integrating Google Cloud LLMs, Google Vector Search, and hybrid search methodologies. Expert in AWS SageMaker, Docker, Django, Flask, and distributed team collaboration. Proven ability to deploy production-grade ML solutions and optimize MLOps workflows for large-scale applications.

SUMMARY 
· Experienced in integrating Google Cloud LLMs and building search pipelines using Google Vector Search and Hybrid Search methodologies.
· Experienced in AWS SageMaker, AWS Lambda, and cloud-native ML platforms, with hands-on expertise in fine-tuning LLMs using LoRA and QLoRA, GPT, LLaMA, Claude, and multi-modal generative models.
· Proven experience collaborating with data scientists, data engineers, and DevOps to build and deploy ML models using AWS SageMaker in hybrid environments. Skilled in SageMaker Pipelines, model monitoring, fine-tuning LLMs, and implementing CI/CD workflows for robust MLOps. Experience in Explainable AI (XAI) and production-ready LLM customization for agentic systems.
· Strong hands-on knowledge in Python, Py Torch, TensorFlow, Keras, and NLP frameworks like Spacy, NLTK, and Hugging Face Transformers, with deep implementation experience in GPT, LLaMA, Claude, BERT, RoBERTa, and Lang Chain. Skilled in working with Vector DBs, LoRA, RAG, PEFT, and Knowledge Graphs.
· Well-versed in AWS cloud ecosystem (SageMaker, EC2, Lambda, EMR, S3), with robust experience in Jupyter Notebooks, agentic programming, and building AI solutions such as Graph RAG, Chain of Thought (CoT), and Tree of Thought (ToT). Expert in processing structured/unstructured data, deploying models in production, and delivering high-impact AI/ML solutions using advanced data science toolkits.
· Proficient in SQL, Spark, Linux, Git/GitHub, and tools such as Tableau, QuickSight, and Kibana. Adept at translating ambiguous business problems into data-driven solutions and working in collaborative, fast-paced environments.
· 8+ years of hands-on experience and comprehensive industry knowledge of Artificial Intelligence/ Machine Learning, Statistical Modelling, Deep Learning, Data Analytics, Data Modelling, Data Analysis, Data Mining, Text Mining & Natural Language Processing (NLP), and Business Intelligence.
· Having good experience in Analytics Models like Decision Trees, Linear & Logistic Regression, Hadoop (Hive, PIG), R, Python, Spark, Scala, MS Excel, SQL and PostgreSQL, Erwin.
· Strong knowledge in all phases of the SDLC (Software Development Life Cycle) – Agile/ Scrum from analysis, design, development, testing, implementation and maintenance. 
· Strong leadership in the fields of Data Cleansing, Web Scraping, Data Manipulation, Predictive Modeling with R and Python, and Power BI & Tableau for data visualization.
· Experienced in Data Modeling techniques employing Data Warehousing concepts like Star/ Snowflake schema and Extended Star.
· Hands-on experience in working experience in the entire Data Science project life cycle including data extraction, data cleaning, statistical modeling and data visualization with large data sets of structured and unstructured data and created ER diagrams and schema.
· Excellent knowledge of Artificial Intelligence/ Machine Learning, Mathematical Modeling and Operations Research. Comfortable with R, Python, SAS and Weka, MATLAB, Relational databases. Deep understanding & exposure of Big Data Eco-system. 
· Expertise in Data Analysis, Data Migration, Data Profiling, Data Cleansing, Transformation, Integration, Data Import/ Export through the use of ETL tools such as Informatica Power Center.
· Experience working in AWS environment using S3, Athena, Lambda, AWS Sage maker, AWS Lex, AWS Aurora, Quick Sight, Cloud formation, Cloud Watch, IAM, Glacier, EC2, EMR, Recognition and API Gateway.
· Proficient in Artificial Intelligence/ Machine Learning, Data/ Text Mining, Statistical Analysis & Predictive Modeling. 
· Good Knowledge and experience in deep learning algorithms such as Artificial Neural network (ANN), Convolutional Neural Network (CNN) and Recurrent Neural Network (RNN), LSTM and RNN based speech recognition using Tensor Flow.  
· Expertise in using AWS S3 to stage data and to support data transfer and data archival. Experience in using 
· Excellent knowledge and experience in OLTP/ OLAP System Study with focus on Oracle Hyperion Suite of technology, developing Database Schemas like Star schema and Snowflake schema (Fact Tables, Dimension Tables) used in relational, dimensional and multidimensional modeling, physical and logical Data Modeling using Erwin tool.
· Created functions andj  assigned roles in AWS Lambda to run python scripts, and AWS Lambda using Python to perform event driven processing.
· Proficient in Python Scripting and worked in stats function with NumPy, visualization using Matplotlib and Pandas for organizing data. 
· High level of understanding in concepts of Deep learning using CNN, RNN, ANN, Reinforcement learning, Transfer Learning and performing data augmentation using Generative Adversarial Networks (GANs).
· High level analytical thinking by extensively leveraging statistical techniques, such as T-test, P-value analysis, z-score analysis, ANOVA, Confidence Interval, Confusion Matrix, Precision, Recall, ROC / AUC curve analysis
· Good Knowledge on Natural Language Processing (NLP) and Time Series Analysis and Forecasting using ARIMA model in Python and R.
· Very good experience and knowledge in provisioning virtual clusters under AWS cloud which includes services like EC2, S3, and EMR.
· Strong programming experience in Matlab and Python visioning libraries
· Experienced in the use of active dashboards and reports that are both visually appealing and functional, such as Python Matplotlib, R Shiny, Power BI, and Tableau. 
· Proficiency with creating, publishing, and customizing Tableau dashboards and dynamic reports with user filters.
· Experience in Dimensional Modeling, ER Modeling, Star Schema/ Snowflake Schema, FACT and Dimensional tables and Operational Data Store (ODS).
· Extensive knowledge in working with Amazon EC2 to provide a solution for computing, query processing, and storage across a wide range of applications. 
· Proficiency in Python, a strong program development capability, with experience in image processing algorithm
· Proficient in data visualization tools such as Tableau, Power BI, Python Matplotlib, R Shiny to create visually powerful and actionable interactive reports and dashboards.
· Experience in building models with deep learning frameworks like TensorFlow, PyTorch, and Keras
· Familiar on Deep learning projects for image identification CNN, RNN for stock price prediction auto encoders for Movie Recommender System (PyTorch), Image captioning (CNN-RNN auto encoder architecture).
· Proficient in Python, experience building, and product ionizing end-to-end systems.
· Strong programming expertise (preferably in Python) and strong in Database SQL.
· Solid coding and engineering skills preferably in Artificial Intelligence/ Machine Learning.
· Exposure to python and python packages.
· Experience in developing various solution driven views and dashboards by developing different chart types including Pie Charts, Bar Charts, Tree Maps, Circle Views, Line Charts, Area Charts, and Scatter Plots in Power BI.
· Be a valued contributor in shaping the future of our products and services.
· Successfully working in fast-paced multitasking environment both independently and in a collaborative team.
· Excellent communication skills needed for swift implementation of data science and data analytic projects.

EDUCATION

TECHNICAL SKILLS
	[bookmark: _Hlk189730748]Programming Languages & Scripting Languages
	SQL, Python, JAVA, JavaScript, jQuery, ReactJS, Next.js, HTML, CSS, C, C++, Angular, R, Impala, Hive

	Statistical Methods
	Statistical Inference, Hypothesis Testing, Confidence Intervals, p-values, Statistical Significance, Probability Distributions, Descriptive Statistics, Correlation and Covariance, Sampling Techniques, ANOVA, Chi-Square Tests, Bayes' Theorem, Cross-Validation, Time Series Analysis, Auto-correlation, Statistical Modeling, Experimental Design, Central Limit Theorem, Law of Large Numbers, Residual Analysis, Multivariate Analysis

	Artificial Intelligence/ Machine Learning
	Supervised Learning, Unsupervised Learning, Model Evaluation Metrics, Cross-Validation, Feature Engineering, Hyperparameter Tuning, Overfitting & Regularization (L1, L2), Ensemble Methods, Decision Trees, Random Forest, Gradient Boosting (XGBoost, LightGBM), Support Vector Machines (SVM), K-Nearest Neighbors (KNN), Naive Bayes, Regression (Linear, Logistic), Classification Algorithms, Clustering (K-Means, Hierarchical), Dimensionality Reduction (PCA, t-SNE), Time Series Forecasting,

	R Package
	dplyr, sqldf, data table, Random Forest, gbm, caret

	Natural Language Processing (NLP)
	Text Preprocessing (Tokenization, Lemmatization, Stemming), Bag of Words (BoW), TF-IDF, Word Embeddings (Word2Vec, GloVe, FastText), Sequence-to-Sequence Models, Recurrent Neural Networks (RNN), Long Short-Term Memory (LSTM), Bidirectional LSTM (Bi-LSTM), Attention Mechanism, Encoder-Decoder Models, Gated Recurrent Units (GRU), Transformer Models (BERT, GPT, T5), Named Entity Recognition (NER), Part-of-Speech Tagging, Sentiment Analysis, Text Classification, Machine Translation, Text Summarization, Question Answering Systems, Language Modeling, Word and Sentence Similarity, POS Tagging, Dependency Parsing, Text Generation, Sequence Labeling, Topic Modeling (LDA), SpaCy, NLTK, Hugging Face

	Python Packages
	NumPy, SciPy, Pandas, Matplotlib, Seaborn, scikit-learn, Requests, urllib3, NLTK, Pillow, Pest

	Deep Learning
	Artificial Neural Networks (ANN), Convolutional Neural Networks (CNN), Autoencoders, Transfer Learning(VGG, ResNet, Inception Net, Mobile Net), Attention Mechanism, Object Detection (YOLO, Faster R-CNN), OCR, Image Segmentation (U-Net, Mask R-CNN), Activation Functions (ReLU, Sigmoid, Tanh, SoftMax), Optimization Algorithms (SGD, Adam, RMSprop), Loss Functions (Cross-Entropy, MSE), Regularization (Dropout, Batch Normalization), Model Deployment, TensorFlow, Keras, PyTorch

	Generative AI
	LLM’s, Ollama, Langchain, Langsmith, Agentic AI, Fine-tuning Techniques (LoRA, QLoRA), Local LLMs (Mistral, Llama, Gemma, etc.), Inference APIs (Groq, Nvidia NIM, etc.), Retrieval-Augmented Generation (RAG), Graph Databases(Neo4j), Vector Databases (Faiss, Chroma, Pinecone), Embedding Models(Mistral, GoogleAI Embedding Models), Prompt Engineering, Prompt Templates, Prompt Versioning, Document Chunking & Indexing, Generative Adversarial Networks (GANs), Variational Autoencoders (VAEs), Conditional GANs, CycleGAN, StyleGAN, Deep Convolutional GANs (DCGAN), Transformer-based Generative Models (GPT, T5), Text-to-Image Generation (DALL-E, CLIP), Image-to-Image Translation, Neural Style Transfer, Chatbots, AI Search Engines, Semi-Supervised Learning, Data Augmentation, Zero-Shot Learning, Self-Supervised Learning, Reinforcement Learning for Generation, Diffusion Models, Latent Space Exploration

	MLOps & LLMOps
	CI/CD for ML, Model Deployment (REST API, Batch), Model Monitoring, Model Versioning, Model Retraining Pipelines,  Multi-Cluster Processing (MCP), ML Pipelines (MLflow, Airflow, Kubeflow), Experiment Tracking (MLflow, Weights & Biases), Data Versioning (DVC), Logging and Alerting (Prometheus, Grafana), Containerization (Docker), Orchestration (Kubernetes), Feature Stores (Feast), Cloud ML Platforms (AWS SageMaker, AWS BedRock, GCP AI Platform, Google Vertex AI, Azure AI) LLM Response Evaluation (TruLens, PromptLayer), Model Registry, Token Usage Tracking, Scalable LLM Deployment (TGI, vLLM)

	Python Framework
	Django, Flask

	Methodologies
	Agile (Scrum, Kanban), Test-Driven Development (TDD), Behavior-Driven Development (BDD), Continuous Integration/Continuous Deployment (CI/CD), DevOps, SDLC (Software Development Lifecycle)

	Databases
	MySQL, Mongo, Microsoft SQL server, SQLite, Red Shift, RDS, PostgreSQL, SQLAlchemy, Mongo DB, Teradata

	Cloud
	AWS SageMaker, AWS Bedrock, Google Cloud AI Platform, Google Vertex AI

	Amazon Web Services
	EC2, Lambda, Sage Maker, Bedrock, EMR, S3, Glue, MKS, Kinesis, Quick Sight, API Gateway, Athena, Lex, Recognition, CI/CD, Code Commit, DynamoDB, transcribe, Cloud Formation, Cloud Watch, Glacier, IAM

	BI/ Analysis Tools
	SAS, Stata, Tableau, Power BI, Docker, Git, SAP, MS Office Suite, Anaconda, SSIS

	Data Modelling
	Snowflake, Star Schema

	Vector Search Engines
	FAISS, Pinecone, Google Vector Search

	Reporting Tools
	Tableau, Power BI

	Operating Systems
	Windows, Linux, Mac OS

	Other Tools & Technologies
	Git, GitHub, GitLab, Docker, Docker Compose, Kubernetes, VS Code, Jupyter Notebook, Google Colab, CUDA Toolkit, Postman, Swagger, REST APIs, Linux/Unix Command Line, Bash Scripting, Conda, Virtualenv, Makefile, YAML, JSON, Terraform, Nginx, Redis, Jenkins, Power BI, Tableau, Excel, Google Sheets, Notion, Trello, Slack, Figma.

	Code EDUCATION
 Quality, Documentation & Project Management Tools
	SonarQube, Sonar Lint, Swagger, Postman, JIRA, Trello




PROFESSIONAL EXPERIENCE
Client: Goldman Sachs,NewYork,NY   							Feb 2025-Current	      	
Role: Sr.GenAI/ML Engineer
Responsibilities:
· Architected modular supporting AI agent orchestration within agentic frameworks for autonomous document summarization and financial insights generation., integrating financial document embeddings, vector search, and LLMs for enterprise-level knowledge retrieval and document summarization.
· Fine-tuned employing LoRA and QLoRA fine-tuning techniques for optimized LLM adaptation and RAG-based knowledge retrieval, and later integrated Google Gemini (released Dec 2023) into enterprise pipelines for advanced multimodal content generation, regulatory report automation, and context-aware knowledge retrieval workflows.
· Engineered vector-based retrieval layers using FAISS, Pinecone, and Weaviate, supporting high-dimensional search queries across financial records, regulatory documents, and internal research libraries. Architected modular
· Integrated observability layers using Prometheus and Grafana to monitor endpoint latencies, model health, and system resource utilization across GKE clusters, ensuring operational transparency and reliability.
· Designed scalable multi-model serving architectures using BentoML and KServe, deploying containerized LLMs and Diffusion Models across distributed Kubernetes (GKE) clusters to support parallel, low-latency inference workflows.
· Built distributed generation workflows using Ray, orchestrating concurrent LLM inference tasks for large-scale document summarization, Q&A and content synthesis pipelines, ensuring efficient parallel processing and workload scaling.
· Integrated PromptLayer for centralized prompt management, enabling version control, traceability, and optimization across production and experimental LLM pipelines.
· Implemented drift monitoring and model health tracking with Evidently AI, embedding explainability metrics and insights directly into production monitoring dashboards for proactive model performance management.
· Automated dataset and artifact lineage tracking using DVC, enabling reproducibility across model iterations and regulatory audits.
· Deployed multi-modal processing pipelines combining Whisper for speech-to-text conversion and CLIP for image-text embeddings, supporting structured knowledge extraction from multimedia datasets.
· Automated data pipelines using Apache Airflow, orchestrating feature ingestion from BigQuery and Google Cloud Storage, feeding downstream model training and inference workloads.
· Managed secure API serving via Cloud Functions and Cloud Run, exposing LLM endpoints with identity control enforced through Cloud IAM and secrets managed via Secret Manager.
· Provisioned infrastructure using Terraform and automated container orchestration via Kubernetes and Helm, supporting elastic scaling of LLM inference workloads on GKE.
· Streamlined CI/CD pipelines using GitHub Actions, automating container builds, deployment manifests, and multi-model version rollouts across staging and production clusters.
· Standardized model training, evaluation, and deployment workflows using TFX and MLflow, automating metadata tracking and lifecycle governance for all deployed models.
· Enabled serverless batch scoring workflows using Cloud Scheduler, automating document summarization and report generation pipelines for large-scale archival datasets.
· Conducted collaborative experimentation using Vertex AI Workbench, managing notebook-based LLM fine-tuning and evaluation within scalable compute environments.
Environment: Python, LangChain, Vertex AI, PaLM API, Gemini, Hugging Face Transformers, LLaMA2, Mistral, PromptLayer, FAISS, Pinecone, Weaviate, Qdrant, Milvus, CLIP, Whisper, Diffusers, Stable Diffusion, BentoML, KServe, Ray, TFX, MLflow, DVC, Evidently AI, Apache Airflow, GKE, Terraform, Kubernetes, Helm, Cloud Functions, Cloud Run, Google Cloud Storage, BigQuery, Vertex AI Workbench, Cloud Scheduler, Cloud Monitoring, Secret Manager, Cloud IAM, Prometheus, Grafana, GitHub Actions.
Client: Shodat AI,Kansas City,KS									Nov 2023-Feb 2025
Role: GENAI/ML Engineer
Responsibilities:
· Architected cloud-native ML pipelines using SageMaker Pipelines, Argo Workflows, and Apache Airflow for orchestrating scalable, reproducible model training, validation, and deployment processes.
· Built centralized feature infrastructure using Feast, integrating data pipelines from AWS S3 and PostgreSQL to serve real-time and batch features for epidemiological models.
· Automated model versioning, lineage tracking, and deployment workflows using MLflow, integrated with Kubernetes workloads to ensure seamless experimentation-to-production transitions.
· Engineered containerized inference environments using Docker and deployed scalable model serving endpoints via Triton Inference Server and TensorFlow Serving on Amazon EKS clusters.
· Standardized infrastructure deployment using Terraform, Helm, and Kustomize, automating environment provisioning, Kubernetes resource management, and secrets handling via Vault.
· Deployed low-latency APIs using FastAPI, secured via OAuth2 and integrated with AWS Secrets Manager, providing real-time access to prediction and monitoring services.
· Automated dataset versioning, artifact tracking, and reproducibility workflows using DVC integrated with GitOps pipelines, ensuring governance across data science workloads.
· Enabled serverless model inference using AWS Lambda, supporting lightweight scoring APIs and asynchronous batch pipelines for epidemiological risk assessments.
· Established CI/CD pipelines using GitHub Actions, automating container builds, environment deployments, and SageMaker endpoint rollouts via Infrastructure-as-Code practices.
· Integrated production monitoring using AWS CloudWatch Logs Insights, tracking pipeline metrics, model latencies, and resource utilization across distributed workloads.
· Operationalized explainability reports using SHAP and LIME, embedding feature contribution visualizations directly into healthcare reporting dashboards.
· Implemented RAG pipelines and vector database integrations (FAISS, Pinecone) for real-time network risk analytics.
· Fine-tuned models with LoRA techniques, supporting robust AI agent pipelines for automated anomaly detection.
· Implemented dynamic workload scaling policies on EKS, automating GPU-based training and inference workloads to optimize operational cost and resource allocation.
· Managed IAM policies, container registry security, and secrets access control using AWS IAM, Secrets Manager, and Vault, ensuring compliance with state data privacy regulations.
· Authored platform architecture documents, pipeline design specifications, and operational playbooks, supporting platform sustainability and cross-departmental adoption.
Environment: Python, PyTorch, TensorFlow 2.x, MLflow, Feast, Kubernetes (EKS), Docker, Helm, Terraform, TensorFlow Serving, Triton Inference Server, AWS SageMaker, SageMaker Pipelines, Argo Workflows, AWS Lambda, AWS S3, AWS Secrets Manager, AWS CloudWatch, Vault, FastAPI, DVC, Apache Airflow, GitHub Actions, OAuth2, Kustomize, CloudWatch Logs Insights.
Client: Bath and Body Works,TX									Sep 2022-Oct 2023
Role: Sr. Data Analyst
Responsibilities:
· Performed Data Analysis, Data Migration, and Data Preparation useful for Customer Segmentation and Profiling.
· Implementing investigation calculations in Python. Pandas, Numpy, Seaborn, Scipy, Matplotlib, Scikit learn, and NLTK in Python 
· Implementing Data Warehousing and Data Modelling procedures to build ETL pipelines to extract and transform data across multiple sources.  
· [bookmark: bookmark=id.1jozedjyphh6][bookmark: bookmark=id.5vw151j2k50t]Architected scalable algorithms using Python programming and capable of performing Data Mining, Predictive Modelling using all kinds of statistical algorithms as required.
· Utilize ETL tooling to build, template, and rapidly deploy new pipelines for gathering and cleaning data  
· Developed Multivariate data validation scripts in Python for equity, derivate, currency and commodity related data, thereby improving efficiency of pipeline by 17%.
· Used Predictive Analysis to develop and design of sample methodologies and analyzed data for pricing of client's products. 
· Involved in optimizing the ETL process of Alteryx to Snowflake. 
· Used Data visualization tools Such as Tableau, Advanced MS Excel (macros, index, conditional list, arrays, pivots, and lookups), Alteryx Designer, and Modeler.
· Used Data Analytics, Data Automation and coordinated with custom representation instruments utilizing Python, Mahout, Hadoop and MongoDB.
· Performed all necessary day-to-day GIT support for different projects, Responsible for design and maintenance of the GIT Repositories, and the access control strategies.
· Fostered teamwork, communication, and collaboration while managing competing priorities of weekly, bi-weekly, monthly and quarterly priorities.
· Worked extensively on ER/ Studio in several projects in both OLAP and OLTP applications. 
· Generated ad-hoc SQL queries using joins, database connections and transformation rules to fetch data from legacy Oracle and SQL Server database systems.
· Analyzed business requirements and upgraded function specification while conducting testing on multiple versions and resolving critical bugs to improve the functionality of the Learning Management System. 
· Built and Deployed a UI/ UX e-learning web application using jQuery, JavaScript, HTML, and NodeJS for various courses. 
· Cleaned and transformed the data using Python, developed dashboards and visual KPI reports using Tableau.  
· Involved in publishing of various kinds of live, interactive data visualizations, dashboards, reports and workbooks from Tableau Desktop to Tableau servers.
Environment: Python, Pandas, Numpy, Seaborn, Scipy, Matplotlib, Scikit Learn, NLTK, ETL, Alteryx, Snowflake, Tableau, jQuery, JavaScript, HTML, NodeJS, Hadoop, MongoDB, OLTP, OLAP, ER Studio, Oracle, SQL Server, SQL, Tableau Server.

Client: Optum Health,Phoenix,AZ									May 2019-Aug 2022
Role: Data Scientist 
Responsibilities:
· Built churn prediction models using Random Forest and XGBoost, analysing customer usage data, billing patterns, and support interactions to flag at-risk subscribers.
· Designed recommendation engines with collaborative filtering and ranking models to personalize content delivery and increase on-demand viewership.
· Created ETL pipelines in Python and SQL to clean and aggregate customer activity logs, ensuring accurate input data for ML pipelines.
· Developed customer segmentation models using clustering techniques such as K-Means, enabling targeted marketing campaigns and promotional offers.
· Deployed ML models as RESTful APIs using Flask, enabling seamless integration with customer relationship management (CRM) systems.
· Containerized APIs and ML workloads using Docker, ensuring portability and scalable deployments across environments.
· Designed Tableau dashboards visualizing churn signals, revenue loss risk, and campaign performance, supporting leadership decision-making.
· Conducted A/B testing of marketing strategies, using statistical analysis to measure the effectiveness of personalized recommendations.
· Implemented time-series forecasting models for predicting call center volume, improving workforce planning and reducing wait times.
· Partnered with fraud detection teams to develop anomaly detection pipelines using Isolation Forest, identifying suspicious account activities.
· Collaborated with network engineers to analyze streaming quality metrics and predict bandwidth demand, improving QoS (Quality of Service).
· Worked closely with product teams to interpret ML outputs, creating explainability reports for non-technical stakeholders.
· Documented end-to-end ML workflows, including dataset preparation, model validation, and deployment strategies, to ensure reproducibility.
· Monitored pipeline health using basic logging frameworks and error tracking systems, ensuring SLA adherence for data pipelines.
· Supported ad-hoc business requests by creating custom SQL queries and Python-based visualizations for reporting and insights.
· Presented findings in cross-functional meetings, translating complex model insights into actionable business strategies.
Environment: Python, scikit-learn, Random Forest, XGBoost, K-Means, Isolation Forest, SQL, Flask, Docker, Tableau, A/B testing frameworks, time-series forecasting methods (ARIMA, regression-based), CRM integration APIs.

Client: Deutsche Telekom,Washington DC								Nov 2017-Apr 2019
Role: Data Scientist 
Responsibilities:
· Designed ML pipelines using DVC and Git for dataset versioning, feature engineering, and model checkpoint tracking.
· Enabled experiment tracking and lineage visualization using MLflow to support model comparison and audit readiness.
· Deployed ML models using AWS SageMaker Inference Endpoints, supporting A/B testing and production rollouts.
· Automated training pipelines via GitHub Actions, integrating build-and-train jobs for continuous delivery.
· Containerized model workflows using Docker and deployed in Kubernetes clusters for consistent, scalable environments.
· Integrated RAG-based approaches and vector databases for risk and compliance knowledge retrieval workflows.
· Applied LoRA fine-tuning techniques for model optimization and faster experiment iterations.
· Managed model inference APIs using FastAPI, exposing secure endpoints for downstream consumption.
· Maintained reproducible pipelines using Jupyter Notebooks with embedded version control.
· Migrated legacy CI workflows using Jenkins, streamlining model release cycles.
· Benchmarked models across PyTorch and TensorFlow 2.x under resource constraints typical of secure environments.
· Developed Python-based monitoring scripts for tracking data drift and inference anomalies.
· Applied modular code practices to support environment separation and scalable deployments within Kubernetes.
· Documented model lifecycle steps for build, train, validate, and deploy phases, ensuring compliance and reproducibility.
· Built performance dashboards using Matplotlib/Seaborn, supporting automated model promotion workflows.
· Contributed in Agile sprints, collaboratin g on backlog grooming and review sessions for governance-aligned delivery.
Environment: Python, MLflow, DVC, PyTorch, TensorFlow 2.x, Docker, Kubernetes, AWS SageMaker, GitHub Actions, Jenkins, REST APIs, CI/CD Automation, Jupyter Notebook, Agile
Client: Sonata,Hyderabad,India									Dec 2014-Jun 2016
Role: Data Analyst.
Responsibilities:
· Extracted and processed structured and semi-structured data from MySQL and PostgreSQL using SQL queries to support business reporting.
· Performed data cleaning, validation, and transformation in Excel and Python (Pandas), ensuring accuracy of datasets for analysis.
· Conducted exploratory data analysis (EDA) using Python and Excel to identify trends, seasonal demand patterns, and anomalies.
· Designed and maintained Tableau dashboards and Excel reports, enabling stakeholders to monitor KPIs and operational efficiency.
· Automated recurring reporting tasks with Python scripts and Excel macros, reducing manual effort and turnaround time.
· Partnered with business users to gather requirements and translate them into data queries and reports.
· Assisted in building ad hoc reports for cross-functional teams to support strategic decision-making.
· Supported data quality initiatives by identifying missing values, duplicates, and schema inconsistencies, ensuring reliability of insights.
· Prepared weekly and monthly management reports, highlighting key operational and sales metrics.
· Documented processes, queries, and reporting workflows for knowledge sharing and future reference.
· Collaborated with senior analysts and managers to validate results, ensuring alignment with business goals.
· Participated in team meetings and review sessions to improve reporting accuracy and address stakeholder feedback.
Environment: SQL, Python (Pandas, NumPy), Excel, Tableau, Jupyter Notebook, Windows.


